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ABSTRACT
This paper presents an adaptive multiple texture approach
to the problem of texture packing for 3D video games. In
modern graphics hardware, texture size is typically constrained to width and height dimensions that are powers
of two. To reduce the texture management overhead caused
by storing individual textures, texture packing algorithms
are used to pack multiple textures into a single powers-oftwo texture. Current texture packing techniques are very
limiting as they are capable of packing textures only into a
single texture of predeﬁned size. This can result in signiﬁcant wasted texture space due to the powers-of-two texture
size restrictions. In the proposed technique, individual arbitrarily sized rectangular textures are packed into multiple
textures in an adaptive manner. This approach reduces the
amount of wasted texture space in a more eﬃcient manner by adaptively determining the quantity as well as size of
textures being used during the packing process. Experimental results demonstrate the eﬀectiveness of this technique in
packing textures in an eﬃcient and automated fashion. This
makes it well suited for improving texture management in
future 3D video games, where resources are limited and a
high frame rate needs to be achieved to provide a truly immersive experience.

Categories and Subject Descriptors
I.3.7 [Computer Graphics]: Texture

General Terms
Algorithms

A fundamental technique used in modern 3D video games
is texture mapping [3]. In texture mapping, 2D images are
mapped to the surface of 3D models to give them the appearance of greater detail and color. The main advantage
of texture mapping is that it provides greater perceptual
quality to 3D models without the increased computational
complexity of using greater geometry for the models. This
makes it well suited for real-time 3D applications such as
video games, where a high frame rate needs to be achieved
to provide a truly immersive experience.
The increase in graphical detail and visual realism in 3D
video games have resulted in a dramatic increase in texture
content both quantitatively and qualitatively. Therefore, it
is important to keep the computational complexity given
the large volume of texture data being used in a real-time
3D environment. The use of a large volume of individual
textures results in performance penalties due to the need
for an increased number of context switches in the graphics pipeline, as well as the performance cost of managing
individual textures.
One common approach used to address the aforementioned
problems is texture packing, where independent texture content are arranged in such a way that they can be stored in a
larger texture. By packing individual textures into a larger
texture, the number of context switches is signiﬁcantly reduced as texture switches can be performed through texture
coordinate oﬀsetting. Furthermore, it is much less complex
to manage a single texture than to manage a large number
of individual textures. An example of texture packing is
illustrated in Figure 1.
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1.

Many techniques have been proposed for the purpose of texture and and block packing [6, 5, 9, 11, 10, 8, 7]. We note
that the texture packing problem is not a problem unique
to graphics research. The problem of packing small rectangles into a single larger rectangle occurs, for example, in
operations research and in VLSI physical design (e.g., ﬁxedoutline ﬂoorplanning) [1, 2, 12]. Conventional texture packing techniques attempt to pack a set of individual textures
into a single texture in such a way that the smallest possible
area is utilized. A number of issues arise when these conventional texture packing techniques are used in the context
of modern 3D video games. First, many of these algorithms
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Figure 1: Example of a set of 9 individual textures
packed into a single larger texture
assume that the initial size of the texture within which the
individual textures are packed into is known a priori. Therefore, the texture artist must manually decide on the initial
texture size, which can be diﬃcult to do when a large number of textures are being packed into the single texture.
The second, and more serious issue, is that all current texture packing techniques assume that all textures must be
packed into a single large texture. However, current graphics
hardware have certain limitations when dealing with texture
data that can make single texture packing very ineﬃcient.
First, current consumer graphics hardware are restricted to
maximum texture sizes of 4096 × 4096. Therefore, conventional texture packing algorithms are unable to handle situations where the total area of the individual textures exceed
the maximum texture size. Second, a majority of consumer
graphics hardware only support textures with height and
width dimensions that are powers of two (with only limited support of non-power-of-two textures in recent graphics
hardware [4]). These dimension restrictions can result in
signiﬁcant wasted texture space when conventional texture
packing algorithms are used.
For example, suppose that conventional texture packing algorithms are used to pack nine 128 × 128 textures. Since
these techniques pack textures into a single larger texture,
the valid texture sizes that will ﬁt these textures while minimizing wasted space are 512 × 512, 1024 × 256, 256 × 1024,
2048 × 128, and 128 × 2048. Examples of texture packing
using a 512 × 512 texture and a 1024 × 256 texture are illustrated in Figure 2. This results in 43.75% of texture space
being wasted in the texture packing process. This is worsen
by the fact that the absolute wasted texture space increases
substantially as the powers of two increases. Therefore, a
method that strikes a balance between the number of textures used for packing and the amount of wasted texture
space based on the set of individual textures being packed
is desired.

The main contribution of this paper is an eﬃcient adaptive
texture packing algorithm for packing individual textures
into multiple larger textures in an automated fashion. Based
on the set of textures that need to be packed, the proposed
method automatically determines the number and size of
textures used for packing such that the amount of texture
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Figure 2: Example of packing nine 128 × 128 textures
into a single 512 × 512 texture and a single 1024 × 256
texture. The hashed area represents wasted texture
space
space being wasted is kept as low as possible while reducing
the number of textures used. This allows for more eﬃcient
texture management in future 3D video games while reducing resource requirements, thus allowing for an improved
game experience.
In this paper, the proposed texture packing method is presented in Section 2. A detailed analysis of the texture packing performance of the proposed method is presented in Section 3. Finally, conclusions are drawn and future work is
discussed in Section 4.

2.

PROPOSED ADAPTIVE TEXTURE
PACKING ALGORITHM

In the proposed method, a set of n input textures {T1 , T2 , ..., Tn }
is packed into a set of m output textures {O1 , O2 , ..., Om },
where n > m. Each output texture has the following restrictions:

• The width and height of the texture are powers of two,
and
• The width and height of the texture cannot exceed the
maximum texture dimensions.
The number and size of output textures are not known a priori. Therefore, the set of output textures will vary based on
the input textures such that a balance between the number
of textures and the amount of wasted texture space. The
main advantage of the proposed method is that the amount
of wasted texture space can be substantially reduced while
keeping the number of textures being managed as low as possible. An overview of the proposed texture packing method
is illustrated in Figure 3. The set of input textures are analyzed and an initial guess for the size and number of output
textures is made. The set of input textures are then packed

based on the initial guess and analyzed to further adjust the
number and size of output textures to reduce wasted texture
space and produce the ﬁnal set of output textures.

Based on the above condition, a good initial estimate for
parameter j would be the following:

j=

log2 (A)
2

(3)

We note that j in Equation (3) is limited by the graphical
hardware limitations for texture size. In this case we restrict
j in which case the algorithm will obviously fail to produce
a solution if only a single output texture is used. However,
our algorithm handles this case as an ’over-ﬁtted’ scenario
which is described later in the paper.
To determine an initial estimate of the number and size
of the output textures within which the input textures are
packed, the set of input textures are ﬁrst packed purposefully into the square texture F so that the texture area usage
can be analyzed. In the proposed algorithm, a texture packing system based on the whitespace management concepts
presented in [12] and [1] was utilized. White space management is a well-known technique that has been widely used in
user interfaces for the purpose of 2D and 3D layout. However, such a technique has not been utilized for the purpose
of automatic multiple texture packing, which has its own
set of requirements. The proposed texture packing system
allows multiple arbitrarily sized rectangular textures to be
packed into a texture area while accounting for the restrictions imposed by current graphics hardware. The proposed
texture packing system works as follows:

Figure 3: Overview of the proposed texture packing
algorithm

2.1

Initial Texture Packing

In the initial texture packing stage, it is necessary to determine an initial estimate for the size and number of output textures needed to pack the set of n input textures
{T1 , T2 , ..., Tn } during the multiple texture packing stage.
The dimension for each texture in the set of input textures
is known a priori. Let (wi , hi ) be the width and height
dimensions of input texture Ti . As a ﬁrst step to the estimation process, the total texture area covered the set of
input textures is computed as follows:

n

wi hi

A=

(1)

i=1

Suppose we wish to pack the entire set of input textures into
a single square texture F . Since the width and height of a
texture must be powers of two, the texture F would have
the dimensions (wF , hF ) = (2j , 2j ), where j is a parameter
that controls the size of the texture. Therefore, the following
condition must hold true if the set of input textures were to
ﬁt into the texture F :

A ≤ 22j

1. The set of input textures {T1 , T2 , ..., Tn } are sorted in
decreasing order based on their texture area (i.e., from
largest to smallest).
2. The whitespace list is initialized with a single whitespace rectangle with the same dimensions as texture
F.
3. The largest unﬁtted input texture is packed into texture F and the whitespace list is modiﬁed by replacing
the single whitespace rectangle with adjacent whitespace rectangles formed around the packed texture.
4. For the next largest unﬁtted input texture, the whitespace list is checked to ﬁnd the smallest whitespace
rectangle that can hold the input texture. If no appropriate whitespace rectangle is found, the algorithm
is terminated and texture F is classiﬁed as ’over-ﬁtted’.
Otherwise, the input texture is packed into the appropriate whitespace partition within texture F . If all
input textures have been packed into texture F , the
algorithm is terminated and texture F is classiﬁed as
’ﬁtted’.
5. The whitespace list is modiﬁed by recalculating the
largest available rectangles within texture F and the
algorithm proceeds back to Step 4.
A example of the proposed texture packing system is shown
in Figure 4.

(2)
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in the following manner. First, by failing to satisfy the aforementioned conditions, it is reasonable to make the assumption that the entire set of input textures can be packed into
three quarters of the square texture F . However, due to
the fact that the dimensions of the output textures must be
powers of two, it is not possible to construct a rectangular
output texture with an area equal to 3(22j )/4. One approach
to addressing this problem is to subdivide the square texture
into four 2j/2 × 2j/2 square textures, thus retaining dimensions that are powers of two. Since only three of the smaller
textures are needed, the fourth texture can be discarded.
This approach leads to a texture space savings of 25% when
compared to that used by the texture F . However, this
approach also results in three times as many output textures. To reduce the number of output textures required,
two of the remaining output textures can be merged into a
2j × 2j/2 rectangular texture. This reduces the number of
output textures from three to two.
Based on the above reasoning, in the event that a multiple
texture estimate is desired for the under-ﬁtted case, the initial estimated set of output textures consists of the following
two textures:
1. An output texture (O1 ) with dimensions (w1 , h1 ) =
(2j , 2j/2 ).

Figure 4: Example of the proposed texture packing
system

2.1.1

Fitted Scenario

If the texture F was classiﬁed as ’ﬁtted’, the percentage of
wasted texture space, W , is calculated as follows:

W =

A
22j

(4)

Once the percentage of wasted texture space has been calculated, it is necessary to determine whether a single texture
solution or a multiple texture solution provides a better ﬁt
for the current set of input textures. To determine whether
a multiple texture solution is necessary, a check is performed
to see if either of the following conditions are met:
1. The area covered by an individual input texture is
greater than 25% of texture F .
2. The total area covered by the set of input textures is
greater than 75% of the texture F .
If either of the conditions hold true, then the packed texture
F is set as the ﬁnal output texture O1 , as the single texture
ﬁtting provides a very good ﬁt for these scenarios and no
further output textures are needed. If the conditions are
not met, an initial estimate utilizing multiple textures is
desired.
The initial estimate utilizing multiple textures was derived
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2. An output texture (O2 ) with dimensions (w2 , h2 ) =
(2j/2 , 2j/2 ).

2.1.2

Over-ﬁtted Scenario

If the texture F was classiﬁed as ’over-ﬁtted’, the initial estimates for the output textures can be derived based the
following logic. As previously mentioned, the square texture F was constructed such that its area is greater than
or equal to the total area covered by the set of input textures. Therefore, the fact that the texture F cannot hold
the entire set of input textures implies that the dimensions
of the input textures are not powers of two. Furthermore,
the total area of the remaining input textures that did not
ﬁt into F cannot exceed 22j − Apacked , where Apacked is the
total area of all input textures that can be packed into F . In
the situation where the area covered by an individual input
texture is greater than 25% of F , then it is not possible to
ﬁt more than one texture within F . As such, a very good ﬁt
for this situation is a single output texture with dimensions
(w1 , h1 ) = (22j , 2j ). In the situation where the area covered
by an individual input texture is less than 25% of F , the
remaining textures is likely to ﬁt within an output texture
with dimensions (w2 , h2 ) = (2j/2 , 2j/2 ), which has an area
that is a quarter of texture F .
Based on the above reasoning, the initial estimates for the
over-ﬁtted scenario can be determined in the following manner. First, a check is performed to see if the area covered
by an individual input texture is less than 25% of the texture F . If the area covered by an individual input texture
is less than 25% of the texture F , the initial estimated set
of output textures consists of the following two textures:
1. An output texture (O1 ) with dimensions (w1 , h1 ) =
(2j , 2j ).

2. An output texture (O2 ) with dimensions (w2 , h2 ) =
(2j/2 , 2j/2 ).
If the area covered by an individual input texture is greater
than 25% of the texture F , the initial estimated set of output
textures consists of one output texture (O1 ) with dimensions
(w1 , h1 ) = (22j , 2j ).

2.2

4. Check if the reﬁned O2 can hold all remaining textures.
If the textures cannot be packed, revert to the previous
size of O2 , repack, and terminate the algorithm. Otherwise, divide the height of O2 by half, repack, and
proceed to Step 2.
An example of this reﬁnement process is shown in Figure 5.

Multiple Texture Packing

Once the initial estimates for the number and size of output
textures has been established, texture packing is performed
on the set of initial output textures in the following manner:
1. The texture packing system described in Section 2.1
is used to pack the set of input textures into output
texture O1 .
2. The remaining textures that cannot be packed into O1
are packed into O2 in situations where multiple output
textures exist.
Once the initial multiple texture packing has been performed,
an analysis of texture space usage is performed on O2 to further reﬁne the size and number of output textures used.

2.2.1

Fitted Scenario

For the cases where the texture F was classiﬁed as ’ﬁtted’,
the size and number of output textures can often be reﬁned
to obtain a better ﬁt for the set of input textures. The main
obstacle to reducing the texture space needed to store the
set of input textures is the fact that the output textures
must maintain power-of-two dimensions. Therefore, reﬁnements in output texture sizes must satisfy the restrictions
in texture dimensions to function properly on the majority
of consumer graphics hardware. The approach taken by the
proposed texture packing method is to decrease the area of
output textures by half in alternating dimensions until the
minimum power-of-two texture size is found.
Based on the above reasoning, the following texture reﬁnement process is performed:
1. Check if the texture usage of O2 is zero. If the texture
usage is zero, set O1 to size (w1 /2, h1 ) and set O2 to
size (w1 /2, h1 /2) and repack. If all textures ﬁt within
these two textures, terminate the algorithm. Otherwise, set O1 back to its original size, remove O2 , and
terminate the algorithm.
2. Check if the textures that cannot be packed into O1
can be packed into O2 . If the textures cannot be
packed, remove O2 and set F as O1 and terminate
the algorithm. Otherwise, divide the height of O2 by
half, repack, and proceed to Step 2.
3. Check if the reﬁned O2 can hold all remaining textures.
If the textures cannot be packed, revert to the previous size of O2 , repack, and terminate the algorithm.
Otherwise, divide the width of O2 by half, repack, and
proceed to Step 3.
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Figure 5: Example of the reﬁnement process for
the ﬁtted scenario. The texture is reduced by half
in alternating dimensions until the minimize size is
achieved.

2.2.2

Over-ﬁtted Scenario

For the cases where the texture F was classiﬁed as ’overﬁtted’, the texture reﬁnement process is reﬁned iteratively
in the following manner. First, a check is performed to see
if all input textures can be packed into the current set of
output textures. If the input textures cannot be packed, the
width and height of the smallest output texture is doubled
in an alternating manner until either:
• All input textures can be packed into the reﬁned set
of output textures, or
• the size of the smallest output texture is equal to the
size of the largest output texture.
If all the input textures can be packed into the reﬁned set of
output textures, then a ﬁt is found and the resulting set of
output textures are used as the ﬁnal set of output textures.
If the size of the smallest output texture is equal to the size
of the largest output texture and a ﬁt is still not found, a
new output texture with a size equal to the smallest output
texture prior to reﬁnement is added to the set of output
textures and the reﬁnement process is performed repeatedly
until all the input textures can be packed into the set of

output textures. Once the ﬁnal number and size of output
textures are determine, the input textures are packed into
the set of ﬁnal output textures.

3.

TEXTURE PACKING PERFORMANCE
ANALYSIS

To demonstrate the eﬀectiveness of the proposed adaptive
texture packing method, texture packing was performed on
four test sets of generated input textures. A brief description
of each test set is provided below.

TEST 1: Set of 133 [32 × 32] textures.
TEST 2: Set of 31 [50 × 50] textures.
TEST 3: Set of 149 [64 × 64] textures.
TEST 4: Set of 10 [300 × 300] textures.

To judge the eﬀectiveness of the proposed method quantitatively, the percentage of wasted texture space was determined. For comparison purposes, the test input textures in
each test set was packed into the smallest possible power-oftwo texture.
The percentage of wasted texture space for each scenario is
shown in Table 1. It can be observed that the amount of
wasted texture space was signiﬁcantly reduced using the proposed method when compared to the use of a single texture.
Examples of the resulting packed output textures are shown
in Figure 6, Figure 7, and Figure 8. This demonstrates
the eﬀectiveness of the proposed texture packing method in
providing a balance between the amount of textures and the
amount of texture space used.

4.

CONCLUSIONS AND FUTURE WORK

This paper proposes a novel adaptive texture packing algorithm that utilizes multiple textures in an automated manner. The proposed method adapts the size and number of
output textures based on the set of arbitrarily sized input
textures to reduce the amount of wasted texture space while
maintaining a small number of textures. It is believed that
the proposed technique can be used eﬀectively for the purpose of texture packing to improve texture management in
future 3D video games. Future work include investigating alternative packing methods to further improve texture packing eﬃciency.

5.
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Table 1: Percentage of wasted textures space for test scenarios
Scenario
TEST 1

Input Textures
(Quantity/Size)
133/(32 × 32)

TEST 2

31/(50 × 50)

TEST 3

149/(64 × 64)

TEST 4

10/(300 × 300)

Output Textures
(Quantity/Size)
1/(512 × 256)
1/(128 × 64)
1/(256 × 256)
1/(256 × 128)
1/(1024 × 512)
1/(512 × 256)
1/(1024 × 1024)
1/(512 × 512)

Wasted Texture Space
Using Proposed Method
2.26%

Wasted Texture Space
Using Single Texture
48.05%

21.16%

40.87%

6.88%

41.80%

31.34%

57.08%

Figure 6: TEST 1: a) Texture packing using single texture, b) Texture packing using proposed method
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Figure 7: TEST 2: a) Texture packing using single texture, b) Texture packing using proposed method

Figure 8: TEST 3: a) Texture packing using single texture, b) Texture packing using proposed method
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